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1. Introduction
In recent years psycholinguists have been criticized for using suboptimal statistical tests
(Baayen, Davidson, & Bates, 2006; Raaijmakers, 2003; Raaijmakers, Schrijnemakers, &
Gremmen, 1999). In particular, the use of F1 and F2 tests “to generalize over participants
and items” has been called into question. At the same time, rumors are spreading about a
much better type of analysis few people understand. In this paper I try to translate my
(limited) knowledge in a form that is easy to master, because it consists of a series of
cookbook recipes. It is the form used increasingly in stats courses and can be defended on
the basis that there are different levels of understanding (e.g., knowing how to work with
a statistical package and how to interpret the results vs. being able to build one). My
discussion is mostly limited to SPSS (but see the last section), not because I am
particularly happy with this package, but because it is most widely used.

2. Why does one need to bother about variance between items?
For a beginning researcher it is tempting to limit the statistical analysis of
psycholinguistic data to an analysis based on the average per condition per participant.
For instance, if 10 participants make a lexical decision to 5 low frequency words and 5
high frequency words, we will calculate the mean of the reaction times (RT) to the
correctly identified low frequency words and the mean of the RTs to the correctly
identified high frequency words (in addition to the percentage of errors, which will be
used as a second variable). Table 1 shows some results we may obtain (empty cells are
errors made by the participants).

Table 1 : Example data of a lexical decision experiment containing of 5 low frequency and
5 high frequency words. Ten participants in total.

When we calculate the mean RTs of the correct trials for the low and the high frequency
words, we get Table 2.
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Table 2 : Mean RT of the low frequency and the high frequency words per participant
(correct trials only).

To run the analysis, we have to use an ANOVA with a repeated measure. The figures
below show how we get there.
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Tests of Within-Subjects Effects
Measure: MEASURE_1
Source
freq

Error(freq)

Type III Sum of
Squares

df

Mean
Square

F

Sig.

Partial Eta
Squared

Sphericity Assumed

13676.450

1

13676.450

35.646

.000

.798

Greenhouse-Geisser

13676.450

1.000

13676.450

35.646

.000

.798

Huynh-Feldt

13676.450

1.000

13676.450

35.646

.000

.798

Lower-bound

35.646

.000

.798

13676.450

1.000

13676.450

Sphericity Assumed

3453.050

9

383.672

Greenhouse-Geisser

3453.050

9.000

383.672

Huynh-Feldt

3453.050

9.000

383.672

Lower-bound

3453.050

9.000

383.672
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So, on the basis of our ANOVA with one repeated measure, we get a significant effect:
F(1,9) = 35.646, MSe = 383.672, p < .001, Eta Squared = .798 3. The effect is
extraordinarily strong because no participant has a lower mean RT for the low frequency
words than for the high frequency words. This is strong evidence that high frequency
words are easier to process than low frequency words, isn’t it?
Figure 1 shows another part of the story, however. This figure displays the mean RT per
word stimulus. Now, the evidence suddenly looks less impressive: Nearly all the
difference between the high and the low frequency words is due to the long RTs for word
Low2 (see also Table 1). If we took another sample of words that does not include word
Low2, would we still find a frequency effect?
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Figure 1 : Mean lexical decision time per word: the first five words are the low frequency
words; the final five are the high frequency words.

The discrepancy between Table 2 and Figure 1 is what Clark (1973) called “the languageas-fixed-effect fallacy”. If we limit our statistical analysis to the analysis reported above,
we assume that there is the variability in the words we have chosen does not matter or
that our sample exhausts all possible words we could have selected. Given that this rarely
is the case, Clark argued that in our statistical analyses we have to take into account the
variability due to the items in addition to the variability due to the participants. Although
his analysis is not that difficult to understand, it requires the reader to know something
about the difference between fixed and random effects in ANOVAs and about how to
calculate Mean Square terms and F-values. In addition, the analysis Clark proposed (a
quasi-F ratio or F’) only works (well) when there are no missing data (i.e., when the
participants make no errors or when the missing RTs are estimated).

3

Eta squared is an index of the effect size. You get it when you click on Options and Estimates of effect
size. The eta squared has a similar meaning as R² (how much of the variance is due to the effect). In
psychology, most values of eta squared will be around .09 (i.e. r = .30, medium effect size). The high value
in the present example gives away that it was constructed by hand.

5

Luckily, Clark (1973) also included an easier way around the problem (although
Raaijmakers claims this has been one of the big mistakes in psycholinguistic research,
because psycholinguists used the shortcut in the wrong way).
The solution Clark proposed, was to do an F2 analysis in addition to the F1 analysis and
to calculate minF’. F1 is the analysis we have discussed above (Table 2). It consists of an
ANOVA on the mean values per participant per condition. There can be as many
independent variables (IVs) as one likes (although in reality, it is strongly recommended
not to have more than 2; higher-order interactions are a nightmare to interpret and usually
are unstable; i.e., the exact same pattern is not obtained in a replication of the study, even
when the interaction is significant again; in addition, very few researchers have a priori
hypotheses about more than two IVs).

Table 3: Mean RT of the 5 low frequency words and the 5 high frequency words.

Table 3 shows the starting point of the F2 analysis, the analysis over items. For this
analysis, the researcher calculates the mean RT per word. Because in the present example
the words belonging to the high frequency condition and the words belonging to the low
frequency condition are different words, the IV will be a between-items variable. These
are the steps of the analysis:
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Tests of Between-Subjects Effects
Dependent Variable: RT
Source
Corrected Model

Type III Sum
of Squares
7182.400(a)

Intercept

4419590.400

Frequency

1

Mean Square
7182.400

F
2.920

Sig.
.126

Partial Eta
Squared
.267

1

4419590.400

1796.837

.000

.996

2.920

.126

.267

df

7182.400

1

7182.400

Error

19677.200

8

2459.650

Total

4446450.000
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Corrected Total

26859.600
9
a R Squared = .267 (Adjusted R Squared = .176)

In the F2 analysis we see that the effect of word frequency is not significant (F2(1,8) =
2.92, MSe = 2460, p = .126, eta squared = .267). In the psycholinguistic community, this
“means” that on the basis of the present data we cannot assume that the finding
generalizes to other stimuli (notice that it is a null-effect, so the researcher is not allowed
to conclude that the effect is ‘absent’; the power of the experiment is way too low for
that).
Clark (1973) himself did not pay too much attention to the particular value of F2 (rightly
so) and only calculated it because it allowed him to obtain a reasonably good estimate of
an F value that would generalize at the same time across participants and items, which
he called the minF’. The minF’ value is calculated as follows:

min F ' (i, j ) =

F1 * F 2
F1 + F 2

i = df1 _ of _ F1 = df1 _ of _ F 2 (df1 of F1 has to be the same as df1 of F2)

j=

( F1 + F 2)²
⎞
⎛
F1²
F 2²
⎟⎟
⎜⎜
+
⎝ df 2 _ of _ F 2 df 2 _ of _ F1 ⎠

Applied to our example, this gives
i =1

j=

(35.646 + 2.920)²
= 9.3 ≈ 9
⎛ 35.646² 2.920² ⎞
+
⎟
⎜
9 ⎠
⎝ 8

min F ' (1,9) =

35.646 * 2.920
= 2.699
35.646 + 2.920
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To find the p-value associated with minF’, you can use the built-in Excel function
[FDIST(2.699,1,9) = .135] or use a ready-made applet on the internet (see
http://www.pallier.org//ressources/MinF/compminf.htm or
http://users.ugent.be/~rhartsui/tools.html).
The minF’ test informs us that we are not allowed on the basis of the data in Table 1 to
argue for a reliable frequency effect that generalizes both across participants and stimuli,
which was Clark’s message.

3. Getting overly excited about F2
In the years after Clark (1973) the importance of an F2 items analysis became generally
accepted in psycholinguistics, but gradually psycholinguists forgot about minF’
(Raaijmakers et al., 1999). Part of the reason for this was that psycholinguists were not
aware of the fact that a significant F1 and a significant F2 do not suffice to get a
significant minF’ (what Raaijmakers et al. called the “F1 x F2 fallacy”). In addition, there
were good reasons to expect that minF’ would be a conservative test (i.e., more difficult
to get significance with it), although subsequent simulations showed that this problem
was less severe than feared at the onset.
Anyway, gradually psycholinguists moved away from minF’ and limited their analyses to
F1 (“to check whether the findings could be generalized across participants”) and F2 (“to
check whether the findings could be generalized across stimulus materials”). In addition,
psycholinguists became more and more ‘sophisticated’ in their use of F1 and F2. Looking
at Table 3, we see that the F2 analysis in our example is one of the least powerful tests
one could imagine: Because word frequency is a between-items variable, all noise due to
the individual words is added to the error term and one needs large numbers of
observations in the different conditions to find a significant F2. This is in particular a
problem when pairs of words have been assembled that differ on one particular variable
(e.g., age of acquisition, AoA) and are matched on a list of other variables (frequency,
word length, number of orthographic neighbors, …). Because of the control variables,
large differences between the word pairs are expected (otherwise one would not need to
match the stimuli on these variables) and this variance should be partialed out before we
start the F2 analysis. One solution is to use a repeated measures design for the F2 analysis
as well. In this analysis the pairs of stimuli are considered as observations from the same
‘entity’ or ‘block’ (analog to the ‘participant’ in a repeated measures F1 analysis). Table
4 shows how the data of such an F2 design would look like for an experiment in which 10
pairs of words have been selected that differ in AoA (one word is acquired early in life,
e.g., daffodil, the other word is acquired late in life, e.g., participant) and both are
matched on a series of other measures (frequency, …).
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For these data, the F2 with repeated measures is F2(1,9) = 22.647, MSe = 710, p = .001,
eta squared = .716), whereas with a between-items analysis it would be F2(1,18) = 1.922,
MSe = 8366, p = .183, eta squared = .096). The reason for the lack of power of the
between-items analysis becomes clear when you compare the mean squares of error of
both tests (8366 vs. 710). In the repeated-items analysis, a lot of the variability between
the stimuli is partialed out as variability between the blocks, due to variation in the
control variables, whereas this variance is included in the error term of the between-items
test, making it very hard to find a significant F2 (just like one needs at least 128
participants to look for a medium size effect in a between-participants F1 analysis with 1
IV and 2 conditions).
Another way to ‘improve’ the F2 analysis is to include a Latin-square variable (Pollatsek
& Well, 1995). A technique psycholinguists often use, is to counterbalance their stimuli
over participants. Imagine, for instance, that you want to investigate semantic priming.
To do so, you search for target words with related and unrelated primes (e.g., using the
Edinburgh Thesaurus, http://www.eat.rl.ac.uk/ or Nelson’s Florida norms,
http://w3.usf.edu/FreeAssociation/). These are some of the words you may come up with:
Target

Related prime

Unrelated prime

bread
boy
nurse
cat
…

butter
girl
doctor
dog

buffer
curl
danger
day

Because you do not want to present your target words twice to the same participant, half
of the participants see bread preceded by butter and the other half sees bread preceded by
buffer, and so on. So, you will make two stimulus list:

10

List 1

List 2

butter-bread
curl-boy
doctor-nurse
day-cat
…

buffer-bread
girl-boy
danger-nurse
dog-cat

Half of the participants will get list 1 and half list 2. Now, a typical problem in such a
design is what to do with a slow or a fast participant. Table 4 illustrates what can happen:

The important person here is participant 3, who is considerably slower than everyone
else. Because of the Latin-square design, this person will add extra RT to the related
condition for the stimuli butter-bread and doctor-nurse; similarly s/he will add extra RT
to the unrelated condition for the stimuli curl-boy and day-cat. This will show in the data
that are entered in the F2 analysis, as can be seen below:
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For the target stimuli boy and cat, we find a huge effect in the expected direction,
whereas for the stimuli bread and nurse, we find a small effect in the opposite direction,
even though nearly all the individual participants showed the predicted semantic priming
effect. If we do the calculations, we find F2(1,3) = .489, MSe = 5158, p = .535, eta
squared = .140. Needless to say, such a low F2 value will also result in a low minF’.
One way to increase the power of this design is to add a Latin-square variable as a
between-items variable to the design. The words bread and nurse were seen in the related
condition by one group of 5 participants, and in the unrelated condition by another group
of 5 participants. And vice versa for the words boy and cat. Therefore, what we can do to
get rid of the difference in average RTs between the groups, is to add the following
between-items variable:

Tests of Within-Subjects Effects
Measure: MEASURE_1
Source
factor1

factor1 *
LS_group

Error(factor1)

Sphericity Assumed

Type III Sum
of Squares
2520.500

1

Mean
Square
2520.500

F
5.910

Sig.
.136

Partial
Eta
Squared
.747

df

Greenhouse-Geisser

2520.500

1.000

2520.500

5.910

.136

.747

Huynh-Feldt

2520.500

1.000

2520.500

5.910

.136

.747

Lower-bound

2520.500

1.000

2520.500

5.910

.136

.747

Sphericity Assumed

14620.500

1

14620.500

34.280

.028

.945

Greenhouse-Geisser

14620.500

1.000

14620.500

34.280

.028

.945

Huynh-Feldt

14620.500

1.000

14620.500

34.280

.028

.945

Lower-bound

34.280

.028

.945

14620.500

1.000

14620.500

Sphericity Assumed

853.000

2

426.500

Greenhouse-Geisser

853.000

2.000

426.500

Huynh-Feldt

853.000

2.000

426.500

Lower-bound

853.000

2.000

426.500

Although the small number of stimuli in our example does not allow us to reach
significance, the F2 test now looks much more convincing (F2(1,2) = 5.910, MSe =
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426.5, p = .136). A look at the ANOVA table shows that a lot of the noise in the F2
analysis caused by the slow participant 3 has been captured by the interaction effect
between semantic priming and Latin-square group. In the same way, unintended variation
between the stimuli that make up list 1 and list 2 can be partialed out by including a
Latin-Square variable as a between-participants variable in the F1 analysis. Another way
to get rid of unintended variation due to slow participants, is to use the z-scores per
participant (i.e., (RT – Mparticipant)/sdparticipant, a technique used by Balota and Besner).

4. Being put down again
Just when psycholinguists thought they were getting savvy enough to run proper
analyses, they were attacked anew. First, there was Raaijmakers’ comment that a
significant F1 and a significant F2 were not enough to generalize across participants and
stimuli. This prompted JML to require all its authors to report minF’ in addition to F1 and
F2. As a kind of consolation, Raaijmakers et al. (1999) added that an F2 analysis is not
always required and in some cases even leads to a needless loss of power. Ironically,
because of this advice psycholinguists seem to use the Raaijmakers et al. article in the
same way as they used Clark (1973). In the past years I’ve seen many more references to
Raaijmakers et al. by authors claiming that their non-significant F2 analysis is of no real
concern than by authors arguing that minF’ is more important than separate F1 and F2
analyses.
At the same time, Baayen started to launch the claim that the minF’ analysis as a
combination of F1 and F2 is needlessly complicated and should be replaced by mixedeffects (or multilevel) modeling (Baayen, 2007; Baayen et al., 2006). Unfortunately,
Baayen’s language is so specialized that it took me a few months and the help of others to
realize what he was talking about (next to nagging Harald over and over again with
layman’s questions and getting very useful feedback from Jeroen Raaijmakers). In
particular, I’ve been able to make headway by comparing Baayen et al. (2006) with
Locker, Hoffman, and Bovaird (2007) and by trying to understand what Van den
Noortgate and Onghena (2006) were doing. Below you find my current understanding of
these techniques. It may be wrong in a number of details (in which case I would
appreciate your feedback), but at least it looks pretty convincing to me (at the moment).
Here we go.

5. Jumping a few levels higher
Just like an ANOVA at its basis is nothing else than a multiple regression, so you can
approach the problem of random participants and random stimuli as a regression
problem. You try to predict an observed RT as the end result of (i) a participant, (ii) a
stimulus, and (iii) the contribution of one (or more) IVs. So, what you try to do is to see
whether your manipulation is explaining anything more than what could be predicted on
the basis of the participants and the stimuli. The only real thing you need is an algorithm
that goes beyond simple linear regression. Turns out that SPSS has such an algorithm!
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(At least from version 11 on). It is called MIXED. I will go through the procedure on the
basis of Table 1 (LDT to high and low frequency words).
The first thing to do is rewrite everything as you would for a multiple regression
analysis4. So, you have three predictor variables: participant, stimulus word, and
frequency condition. So, this gives the following input file:

The nice thing about this input is that it makes no great deal if there are a few missing
observations. You just skip the line (e.g., word 3 for participant 1). The regression
method is reasonably robust against empty cells (at least that’s what I’ve read). Then we
have to enter our model. Here it is a bit tricky because you must enter the syntax editor 5.
You do this as follows:

4

SPSS gives you the possibility to do this automatically if your data are organized in columns like for a
repeated measures analysis. Go to Data → Restructure → Restructure selected variables into cases.
5
SPSS also gives you the possibility to work with an interactive panel, just like for ANOVAs (goto
Analyze → Mixed Models → Linear), but I found this much more onerous and opaque than using the
syntax editor.
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This opens a syntax file. Another, more easy way to open a syntax file is to open a ready
made file (or to click on it in windows explorer). Then everything opens automatically in
SPSS. In the syntax file you write the following:

15

First, you have to indicate where the computer can find your data file (unless you have
the data file already opened in the data editor 6). Then, you indicate what the dependent
variable is of your MIXED program (RT) and which predictor variables (Participant,
Word, Frequency). Participant and Word are random variables (i.e., a random sample
from the population). Frequency is a fixed effect (you are interested in these two levels).
Basically this is all you have to do. You indicate that each participant and each stimulus
word can have a different intercept value (i.e. need more or less time to process) and in
addition you want to see whether frequency adds enough weight to be significant. The
/EMMEANS command gives you the maximum likelihood estimator of the condition
means. Once you’ve entered everything (do not forget the full stops!) you click on RUN.
If everything goes well, this is what you should get (among other ‘garbage’):
Type III Tests of Fixed Effects(a)

Source
Intercept

Numerator df
1

Denominator df
11.747

F
1284.077

Sig.
.000

1

7.988

2.860

.129

Frequency
a Dependent Variable: RT.

Estimates of Fixed Effects(b)
95% Confidence Interval
Parameter
Intercept

Estimate

[Frequency=high

]

[Frequency=low

]

Std. Error

df

t

Sig.

691.9627

24.51672

10.374

28.224

.000

Lower Bound
637.6018635

Upper Bound
746.3235628

-54.1145

31.99909

7.988

-1.691

.129

-127.9232048

19.6941046

.

.

.

.

.

0(a)
0
a This parameter is set to zero because it is redundant.
b Dependent Variable: RT.
Estimated Marginal Means

Frequency(a)
95% Confidence Interval

Frequency
high

Mean

Std. Error

637.848

24.484

low

691.963

24.517

df
10.318

Lower Bound
583.520

Upper Bound
692.176

10.374

637.602

746.324

a Dependent Variable: RT.

The F-value is given in the first table. The second table contains the t-values of the
planned comparisons. The F-value is:
F(1,7.988) = 2.860, p = .129
For the sake of comparison, this was the minF’ value we obtained: minF’(1,9) = 2.699, p
= .135.

6

In the remainder of the text I will assume this to be the case. Otherwise include the GET FILE instruction.
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Not bad if you look at the ease with which you can do this analysis!!! (certainly if you
include the condition codes in your command lines of DMDX; e.g. by coding item 1 in
condition 1 as 0011 and item 128 in condition 2 as 1282) Baayen et al. (2006) have done
quite some simulations with this technique (albeit on an R version of theirs, which gives
the same results) and they claim that it is safe (i.e., does not result in spurious significant
effects and is not too conservative; see also Quené & van den Bergh, 2004, 2007). In
addition, once you know the technique, it is very versatile. Below, I give a few more
examples.

6. Getting carried away (again)
One way to check the adequacy of a procedure is to apply it to the classic data sets that
have been used in the literature on F2 effects. Most of them come from Raaijmakers et al.
(1999).
For instance, Raaijmakers et al. (1999) give the following example (also analyzed by
Baayen et al., 2006). It concerns a hypothetical study in which 4 participants take part in
a priming study and see 4 items with a short SOA and 4 (different) items with a long
SOA.

For this table Raaijmakers et al. report:
F1(1,7) = 7.41, p = .0297
F2(1,6) = 2.17, p = .1912
minF’(1,9) = 1.68, p = .227
So, how does the mixed-effects analysis cope? To find out, we first have to write the
table in a long form. As for the model that will be used, I start with the simple model I
introduced before, namely the one where in addition to the fixed effect the intercepts of
participants and items are allowed to vary.
17

Type III Tests of Fixed Effects(a)

Source
Intercept

Numerator df
1

Denominator df
12.111

F
2707.579

Sig.
.000

1

6.000

2.173

.191

SOA

a Dependent Variable: Response Time in Milliseconds.
Estimates of Fixed Effects(b)
95% Confidence Interval
Parameter
Intercept

Estimate

Std. Error

df

t

563.31250

13.05098

10.690

43.162

.000

Lower Bound
534.4855671

Upper Bound
592.1394329

[SOA=long ]

-22.40625

15.19816

6.000

-1.474

.191

-59.5948064

14.7823064

0(a)
0
.
a This parameter is set to zero because it is redundant.
b Dependent Variable: Response Time in Milliseconds.

.

.

.

.

[SOA=short ]

Sig.

Estimated Marginal Means Length of SOA (-.5=long, .5=short)(a)
Length of SOA (.5=long, .5=short)
long

95% Confidence Interval
Mean
540.906

Std. Error
13.051

df
10.690

short

563.312
13.051
10.690
a Dependent Variable: Response Time in Milliseconds.

Lower Bound
512.079

Upper Bound
569.733

534.486

592.139

The finding [F(1,6) = 2.17, p = .191] agrees pretty well with that of minF’ (p = .227).
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Although the above analysis looked convincing to me, when Raaijmakers (personal
communication) read it, he did not agree. He pointed out that items are nested under SOA
(item 1-4 are presented in the short SOA condition and item 5-8 in the long SOA
condition) and argued that it is better to capture this explicitly in the model by using the
following syntax:
MIXED
rt BY subject soa item
/FIXED = soa | SSTYPE(3)
/METHOD = REML
/RANDOM subject item(soa) soa*subject | COVTYPE(VC) .

This returns the following output:
Type III Tests of Fixed Effects(a)

Source
Intercept

Numerator df
1

Denominator df
12.590

F
2655.786

Sig.
.000

SOA
1
8.958
1.717
a Dependent Variable: Response Time in Milliseconds.

.223

Estimated Marginal Means
Length of SOA(a)
95% Confidence Interval
Length of SOA
long

Mean
540.906

Std. Error
13.707

df
12.815

short
563.312
13.707
12.815
a Dependent Variable: Response Time in Milliseconds.

Lower Bound
511.250

Upper Bound
570.563

533.656

592.969

To see whether Raaijmakers’ model really is better than mine, we have to look at the
section “Information criteria” in the SPSS output. They give the fit of the model to the
data, taking into account the number of parameters that was used for the model. The
smaller the values here are the better. For the simple model we get:
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Information Criteria(a)
-2 Restricted Log
Likelihood

558.476

Akaike's Information
Criterion (AIC)

564.476

Hurvich and Tsai's
Criterion (AICC)

564.889

Bozdogan's Criterion
(CAIC)

573.857

Schwarz's Bayesian
Criterion (BIC)

570.857

The information criteria are displayed in smaller-is-better forms.
a Dependent Variable: Response Time in Milliseconds.

For Raaijmakers’ alternative we find:
Information Criteria(a)
-2 Restricted Log
Likelihood

532.199

Akaike's Information
Criterion (AIC)

540.199

Hurvich and Tsai's
Criterion (AICC)

540.901

Bozdogan's Criterion
(CAIC)

552.708

Schwarz's Bayesian
Criterion (BIC)

548.708

The information criteria are displayed in smaller-is-better forms.
a Dependent Variable: Response Time in Milliseconds.

The information criteria for Raaijmakers’ model are clearly smaller than those of the
simple model, meaning that Raaijmakers’ model is superior. Or as Raaijmakers
concluded: “Note that this shows one of the problems of the MIXED procedure: it includes a
number of options that probably make little sense to most users.”
Usually, this type of comment is enough to put me off (“what the hell am I trying to
do?”) and drive me back to the old, familiar F1 and F2 analyses. But then again, maybe
we shouldn’t give up too soon? Let’s see whether we can make sense of Raaijmakers’
code. The first line that differs is:
/FIXED = soa | SSTYPE(3)

Raaijmakers here explicitly states which SSTYPE must be used. The SSTYPE indicates
the way in which the sums of squares are computed (see the SPSS texts on GLM). We,
simple users, usually do not pay attention to it but simply use the default value in SPSS,
which … happens to be Type 3. So, whether you write Raaijmakers’ code or simply
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/FIXED = soa, it doesn’t make any difference, as you can easily see in the titles of the
output of the two versions we ran. Both talked about Type III Tests of Fixed Effects.
The next line that differs is:
/RANDOM subject item(soa) soa*subject | COVTYPE(VC)

The first part of the command, /RANDOM subject item(soa) soa*subject, indicates that the
parameters of subjects, items (nested within SOA), and the interaction between SOA and
subject are free to vary. As the participants and the items only differ in their intercept,
this means that a different intercept for each participant and item (nested within SOA) is
allowed. The similarity between Raaijmakers’ code and ours becomes clearer when you
know that the command /RANDOM subject | COVTYPE is the same as /RANDOM
INTERCEPT | SUBJECT(subject) COVTYPE, and the command /RANDOM item(soa) |
COVTYPE is the same as /RANDOM INTERCEPT | SUBJECT(item*soa) COVTYPE.
The random effect of soa*subject implies that the slope of SOA is allowed to differ
between participants (which could also be captured by the command /RANDOM SOA |
SUBJECT(subject) COVTYPE). So, the variance due to SOA has two components: a fixed
one (present in all participants and items) and a random one (specific to each participant).
Although this may feel a bit counter-intuitive at first sight, it is something you will have
to get used to in mixed-effects modeling (see also Quené & van den Bergh, 2004, 2007).
A helpful analogy here is to think of the effect of an independent variable as a
combination of a main effect and one or more interaction effects.
Finally, Raaijmakers uses COVTYPE(VC) instead of COVTYPE(UN). The former puts
stronger constraints on the variance-covariance matrix than the latter (e.g., the
covariances must be same). This has two advantages. First, because less parameters must
be estimated, the estimates are more stable and need less observations. Second, because
the same assumptions underlie an analysis of variance, for a full data set the results of a
MIXED analysis should be the same as those of an ANOVA analysis (see below).
So, if our understanding of Raaijmakers procedures is correct, we ought to find the same
solution with the following code:
MIXED rt BY Subject Item SOA
/FIXED = SOA
/METHOD = REML
/PRINT = TESTCOV
/RANDOM = INTERCEPT SOA | SUBJECT(Subject) COVTYPE(VC)
/RANDOM = INTERCEPT | SUBJECT(Item) COVTYPE(VC).

Which is indeed the case! The F-statistic for SOA and the information criteria are exactly
the same as in Raaijmakers’ analysis. [For this example it even does not make a
difference whether you write SUBJECT(item) or SUBJECT(soa*item) in the last line.]
So, the main differences between the simple model and Raaijmakers’ alternative are (1)
the extra random effect of soa*subject (i.e., the fact that the slope of SOA is allowed to
differ for each participants), and (2) the COVTYPE.
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When we repeat the above analysis with COVTYPE(UN), the F-statistic for SOA stays
the same, but the information criteria increase slightly, because more parameters have
been estimated to fit the data. You can see this when you look at the part “covariance
parameters” in the output. For COVTYPE(VC) we get:
Estimates of Covariance Parameters(a)

Parameter
Residual

Estimate

Std. Error

100.2090774
21.8674134
Intercept
Variance
[subject =
333.3013393 260.8270537
subject]
SOA
Variance
245.9025298 144.9345723
[subject =
subject]
Intercept
Variance
[subject =
449.4419643 266.7314125
item]
a Dependent Variable: Response Time in Milliseconds.

Wald
Z

Sig.

4.583

.000

95% Confidence Interval
Lower
Upper Bound
Bound
65.3370706
153.6931347

1.278

.201

71.8991824

1545.0771348

1.697

.090

77.4579713

780.6563113

1.685

.092

140.4458710

1438.2628543

For COVTYPE(UN) we get:
Estimates of Covariance Parameters(b)

Std. Error

Wald
Z

Sig.

100.2090774

21.8674134

4.583

.000

154.3187550

175.1452447

.881

.378

190.8401945

159.3365671

1.198

.231

UN (2,2)

319.9296135

289.8610346

1.104

UN (3,1)

-33.5303418(a)

.0000000

.

UN (3,2)

21.6738467(a)

.0000000

UN (3,3)

215.2269128(a)

.0000000

Parameter
Residual
Intercept +
SOA
[subject =
subject]

Estimate
UN (1,1)
UN (2,1)

95% Confidence Interval
Lower
Bound
Upper Bound
65.3370706
153.6931347
1427.2379217

.270

16.6855699
121.4537385
54.1817539

.

.

.

.

.

.

.

.

.

.

503.1341274
1889.1038062

.
Intercept
Variance
[subject =
449.4419643 266.7314125 1.685 .092 140.4458710 1438.2628543
item]
a This covariance parameter is redundant. The test statistic and confidence interval cannot be computed.
b Dependent Variable: Response Time in Milliseconds.
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Raaijmakers is right that unless you have reasons to believe that the usual ANOVA
assumptions do not apply to your data (see Quené & van den Bergh, 2004, for a
discussion of this), using COVTYPE(VC) brings the data of a mixed-effects analysis
closer to those of traditional ANOVAs. He also gives the following, very helpful advice:
“What is of interest is that exactly the same quasi-F is obtained if you analyze the same data
file using ANOVA in SPSS (with the appropriate model).”

Indeed, when we have a full data set without missing values, the quasi-F-values obtained
with the MIXED and COVTYPE(VC) should be the same as the quasi-F-values obtained
in an ANOVA analysis! To check this, we need the following code:
UNIANOVA
rt BY item subject soa
/RANDOM = item subject
/METHOD = SSTYPE(3)
/INTERCEPT = INCLUDE
/CRITERIA = ALPHA(.05)
/DESIGN = soa subject item(soa) soa*subject.

Reaction times are a function of item, participant and SOA. Item and participant are
random variables. The design consists of the effects of SOA, participant, item (nested
within SOA), and the interaction effect between SOA and participant. This is the output
you get:
Tests of Between-Subjects Effects
Dependent Variable: Response Time in Milliseconds
Type III Sum
of Squares
19508784.76
6
92485.936

1

19508784.766

12.590

7345.766(a)

8032.641

1

8032.641

Error

41915.367

8.958

4679.355(b)

Hypothesis

26251.609

7

3750.230

Error

7586.734

7

1083.819(c)

subject *
SOA

Hypothesis

7586.734

7

1083.819

Error

4208.781

42

100.209(d)

item(SOA)

Hypothesis

22174.469

6

3695.745

4208.781
42
MS(subject) + MS(item(SOA)) - MS(Error)
MS(subject * SOA) + MS(item(SOA)) - 1.000 MS(Error)
MS(subject * SOA)
MS(Error)

100.209(d)

Source
Intercept

Hypothesis
Error

SOA
subject

Hypothesis

df

Error

a
b
c
d

Mean Square

F

Sig.

2655.786

.000

1.717

.223

3.460

.062

10.816

.000

36.880

.000

We indeed see that the quasi-F value of SOA [F(1,8.958) = 1.717] is the same as the one
we obtained in the MIXED analysis. The MIXED function is more interesting than
UNIANOVA because it also works with missing data (the parameters are estimated in a
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different way), but now at last we have a tool to check whether a MIXED model we want
to run is a good one! All we have to do is to create an artificial full dataset and see
whether the MIXED analysis returns the same F-values as the ones we obtain in an
ANOVA analysis. For instance, the UNIANOVA procedure immediately tells us there is
something wrong when you do not nest items under SOA, because the output you then
get looks as follows:
Tests of Between-Subjects Effects
Dependent Variable: Response Time in Milliseconds
Source
Intercept

Hypothesis
Error

SOA

Hypothesis
Error

subject

Hypothesis
Error

item
subject *
SOA
a
b
c
d

Type III Sum
of Squares
19508784.76
6
92485.936

1

19508784.766

12.590

7345.766(a)

.000

0

.

.

.

.(b)

26251.609

7

3750.230

df

Mean Square

F

7586.734

7

1083.819(c)

22174.469

6

3695.745

Error

4208.781

42

100.209(d)

Hypothesis

7586.734

7

1083.819

Error

4208.781

42

100.209(d)

Hypothesis

Sig.

2655.786

.000

.

.

3.460

.062

36.880

.000

10.816

.000

MS(subject) + MS(item) - MS(Error)
Cannot compute the appropriate error term using Satterthwaite's method.
MS(subject * SOA)
MS(Error)

At the same time, the fact that the MIXED analysis returns the same results whether or
not items are nested is a testimony of the fact that this procedure is much more robust
than what we are used to in ANOVAs.
Incidentally, the fact that mixed-effects modeling includes a number of options has
convinced me that as a reader, reviewer, or editor, I want to have information about the
exact analysis that was done. Given the compactness of the code, this can easily be
described in a few sentences (what were the fixed variables, what was random, which
covariance matrix was used, which software package?). By doing so, everyone can
critically evaluate the statistical evidence on which the arguments are based (also in the
future). With this caveat and Raaijmakers’ helpful advice in mind, we can continue our
journey on what more mixed-effects models have to offer us.
The second example Raaijmakers et al. (1999) discussed was a priming study in which
the SOA between prime and target was manipulated and in which the items were matched
in 4 pairs (called blocks). This is how the data looked like:
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F1(1,7) = 0.86, p = .385
F2(1,3) = 7.19, p = .075 (by making use of a repeated measures design; see the semantic
priming experiment above)
minF’(1,8) = 0.77, p = .406
To do the mixed-effects analysis, we again have to decide how to enter the data. First, the
intercepts of participants and blocks can vary freely. In addition, the effect due to SOA is
divided between a fixed effect and a random effect over participants. Finally, the block
effect can vary between participants. This gives us the following model [using
COVTYPE(VC)]:

Type III Tests of Fixed Effects(a)

Source
Intercept

Numerator df
1

Denominator df
4.828

F
2608.417

Sig.
.000

1
7
.862
a Dependent Variable: Response Time in Milliseconds.

.384

SOA
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Information Criteria(a)
-2 Restricted Log
Likelihood

524.436

Akaike's Information
Criterion (AIC)

534.436

Hurvich and Tsai's
Criterion (AICC)

535.507

Bozdogan's Criterion
(CAIC)

550.072

Schwarz's Bayesian
Criterion (BIC)

545.072

The information criteria are displayed in smaller-is-better forms.
a Dependent Variable: Response Time in Milliseconds.

Estimates of Covariance Parameters(a)

Parameter
Residual

Estimate

Std. Error

102.7187500
29.6523490
Intercept
Variance
110.9949777 135.7884960
[subject =
subject]
SOA [subject Variance
197.7020089 119.6324380
= subject]
block
Variance
[subject =
20.5558036
26.6902071
subject]
Intercept
Variance
344.8712798 288.9393512
[subject =
block]
a Dependent Variable: Response Time in Milliseconds.

Wald
Z

Sig.

3.464

.001

95% Confidence Interval
Lower
Bound
Upper Bound
58.3349736
180.8716272

.817

.414

10.0917045

1220.7932883

1.653

.098

60.3860075

647.2705504

.770

.441

1.6132866

261.9132022

1.194

.233

66.7582726

1781.5949248

As you can see, the p-value of the mixed-effects F (p = .384) again agrees pretty well
with that of minF’ (p = .406).
The SPSS code Raaijmakers proposes for this analysis is:
MIXED
rt BY subject soa block
/FIXED = soa | SSTYPE(3)
/METHOD = REML
/RANDOM subject block soa*subject block*subject block*soa | COVTYPE(VC).

This gives the output:
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Type III Tests of Fixed Effects(a)

Source
Intercept

Numerator df
1

Denominator df
4.828

F
2608.417

Sig.
.000

1

6.820

.857

.386

SOA

a Dependent Variable: Response Time in Milliseconds.
Information Criteria(a)
-2 Restricted Log
Likelihood

524.433

Akaike's Information
Criterion (AIC)

536.433

Hurvich and Tsai's
Criterion (AICC)

537.960

Bozdogan's Criterion
(CAIC)

555.196

Schwarz's Bayesian
Criterion (BIC)

549.196

The information criteria are displayed in smaller-is-better forms.
a Dependent Variable: Response Time in Milliseconds.

Estimates of Covariance Parameters(a)

Parameter
Residual

Estimate

Std. Error

Wald
Z

102.0922619

31.5063560

3.240

.001

95% Confidence Interval
Lower
Upper Bound
Bound
55.7578895
186.9301374

subject

Variance

110.9166667

135.7950196

.817

.414

10.0663661

1222.1398325

block

Variance

344.5580357

288.9977498

1.192

.233

66.5760211

1783.2282248

.098

60.4728661

647.3653449

.443

1.6196472

268.8963098

.957

1.023814E16

3833579205401639.0000000

subject Variance
197.8586310 119.6620534 1.653
* SOA
subject Variance
20.8690476
27.2160674
.767
* block
SOA * Variance
.6264881
11.6190748
.054
block
a Dependent Variable: Response Time in Milliseconds.

Sig.

The only difference is that Raaijmakers adds the extra variable SOA*block (i.e., the
effect of SOA is allowed to vary between blocks). To see how good the analyses are, we
again compare them with an ANOVA analysis. Because there are no nested variables, we
can easily use the interactive panel for the ANOVA7. This is how it looks like:

7

Click afterwards on paste. This creates a syntax file like the ones we have been using all the time. This is
an easy way to find out how you have to code the different options and statistics.
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Tests of Between-Subjects Effects
Dependent Variable: Response Time in Milliseconds
Source
Intercept

Hypothesis
Error

SOA

Hypothesis
Error

subject

Hypothesis
Error

block

Hypothesis

SOA * block
subject * block
SOA * subject
* block
a
b
c
d
e
f

df

35439.720

1

Mean Square
19147188.063

4.828

7340.539(a)

770.063

1

770.063

6128.403

6.820

898.539(b)

12758.188

7

1822.598

7080.798

7.571

935.265(c)

16985.313

3

5661.771

621.552

4.176

148.842(d)

Hypothesis

6254.688

7

893.527

Error

2143.937

21

102.092(e)

321.312

3

107.104

Error

2143.937

21

102.092(e)

Hypothesis

3020.437

21

143.830

Error

2143.937

21

102.092(e)

Hypothesis

2143.937

21

102.092

.000

0

.(f)

Error
SOA * subject

Type III Sum
of Squares
19147188.06

Hypothesis

Error

F
2608.417

Sig.
.000

.857

.386

1.949

.191

38.039

.002

8.752

.000

1.049

.392

1.409

.219

.

.

1.000 MS(subject) + 1.000 MS(block) - 1.000 MS(subject * block)
1.000 MS(SOA * subject) + 1.000 MS(SOA * block) - 1.000 MS(SOA * subject * block)
1.000 MS(SOA * subject) + MS(subject * block) - 1.000 MS(SOA * subject * block)
1.000 MS(SOA * block) + MS(subject * block) - 1.000 MS(SOA * subject * block)
MS(SOA * subject * block)
MS(Error)

From this comparison it is clear that we indeed forgot the SOA*block in our original
analysis. UNIANOVA also shows that SOA*subject*block adds nothing to analysis.
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The final example Raaijmakers et al. (1999) gave was an example in which a Latinsquare design is used. It was a priming study with 3 SOA levels (short, medium, and
long) and 12 items that were rotated over the three conditions.

Raaijmakers et al. calculated a reasonably complicated F-statistic for this design, which
yielded F(2,20) = .896, p = .424. The mixed-effects analysis gave the following results.
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Type III Tests of Fixed Effects(a)

Source
Intercept

Numerator df
1

Denominator df
19.800

F
1530.848

Sig.
.000

2

20.016

.804

.461

SOA

a Dependent Variable: Response Time in Milliseconds.

Estimates of Covariance Parameters(a)
95% Confidence Interval
Parameter
Residual

Estimate

Std. Error

93.154695

13.241298

7.035

.000

Lower Bound
70.5037659

Upper Bound
123.0827478

1475.4143

633.15656

2.330

.020

636.2546054

3421.3463534

754.71598 325.21260
subject *
Variance
5.0700501 9.5559265
SOA
a Dependent Variable: Response Time in Milliseconds.

2.321

.020

324.3355958

1756.1939632

.531

.596

.1260913

203.8635021

subject

Variance

item

Variance

Wald Z

Sig.

Pairwise Comparisons(b)

(I) Length of SOA
(short, medium,
long)
Long

(J) Length of SOA
(short, medium,
long)
medium
short

Medium
Short

95% Confidence
Interval for
Difference(a)

Mean
Difference
(I-J)
-2.125
.458

Std.
Error
2.174
2.174

df
20.016
20.016

Sig.(a)
.713
.996

Lower
Bound
-7.787
-5.204

Upper
Bound
3.537
6.121

long

2.125

2.174

20.016

.713

-3.537

7.787

short

2.583
-.458
-2.583

2.174
2.174
2.174

20.016
20.016
20.016

.576
.996
.576

-3.079
-6.121
-8.246

8.246
5.204
3.079

long
medium

Based on estimated marginal means
a Adjustment for multiple comparisons: Sidak.
b Dependent Variable: Response Time in Milliseconds.

In this analysis, I’ve included a post-hoc comparison of the means, because there are
more than 2 levels in SOA [/EMMEANS TABLES (SOA) COMPARE ADJ(SIDAK)]. The
SIDAK correction resembles the Bonferroni correction (which you can also choose), but
is slightly less conservative and therefore recommended by SPSS (2005). If you omit the
ADJ part, you get planned comparisons.
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The quasi-F value of the mixed effect analysis again conforms to that of the following
ANOVA:
UNIANOVA
rt BY soa subject item
/RANDOM = subject item
/METHOD = SSTYPE(3)
/INTERCEPT = INCLUDE
/CRITERIA = ALPHA(.05)
/DESIGN = soa subject item soa*subject.

A concern about the above analysis may be that it doesn’t matter that much which
analysis you use when the effect is small. So, to see how the different analyses compare
when the effects are slightly more interesting, I added 4 ms to the medium SOA condition
(half of the data got +4, one quarter +2, and the remaining quarter +6). Given that the
variability of the data is quite low, this should suffice to find significance, which is
indeed what I found when I ran the usual F1, F2 (including the latin square group), and
minF’:
F1(2,18) = 5.481, p = .014
F2(2,18) = 9.426, p = .002
minF’(2,34) = 3.456, p = .043
The mixed-effects analysis was pretty well in line with minF’, as you can in the output
below:

Type III Tests of Fixed Effects(a)

Source
Intercept
SOA

Numerator df
1

Denominator df
19.800

F
1538.579

Sig.
.000

2

20.016

5.676

.011

a Dependent Variable: Response Time in Milliseconds.
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Estimates(a)
95% Confidence Interval

Length of SOA (-.5=short,
0=medium, .5=long)
long

Mean
533.958

13.719

medium

540.083

13.719

short

533.500

13.719

Std. Error

df
20.136

Lower Bound
505.354

Upper Bound
562.563

20.136

511.479

568.688

20.136

504.895

562.105

a Dependent Variable: Response Time in Milliseconds.

Pairwise Comparisons(b)
(I) Length of
SOA (-.5=short,
0=medium,
.5=long)
long

(J) Length of
SOA (-.5=short,
0=medium,
.5=long)
medium
short

medium
short

95% Confidence
Interval for Difference(a)

Mean
Difference
(I-J)
-6.125(*)
.458

Std.
Error
2.182
2.182

df
20.016
20.016

Sig.(a)
.032
.996

Lower
Bound
-11.808
-5.224

Upper
Bound
-.442
6.141

long

6.125(*)

2.182

20.016

.032

.442

11.808

short

6.583(*)
-.458
-6.583(*)

2.182
2.182
2.182

20.016
20.016
20.016

.020
.996
.020

.901
-6.141
-12.266

12.266
5.224
-.901

long
medium

Based on estimated marginal means
* The mean difference is significant at the .05 level.
a Adjustment for multiple comparisons: Sidak.
b Dependent Variable: Response Time in Milliseconds.

Something else I tried, was see what happens if one participant gets an extra 100 ms on
all items (see the example above for the slow participant). If the underlying reasoning of
the technique is what it claims to be, then this should have no effect on the F-statistic for
SOA, because the change can easily be captured by a different intercept for the
participant involved. So, we should get rid of the requirement to introduce between-items
Latin-square variables or the necessity to work with z-scores. This is exactly what
happened, as can be seen in the following tables:
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Type III Tests of Fixed Effects(a)

Source
Intercept

Numerator df
1

Denominator df
18.745

F
1383.799

Sig.
.000

2
20.016
5.676
a Dependent Variable: Response Time in Milliseconds.

.011

SOA

Finally, I wanted to see what happens when 1 observation in Raaijmakers et al.’s table
gets a much higher value (participant 1, item 5 +120 ms). Will this turn the multilevel Fstatistic into a spurious significance?
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Type III Tests of Fixed Effects(a)

Source
Intercept
SOA

Numerator df
1

Denominator df
19.421

F
1610.356

Sig.
.000

2

119.000

2.055

.133

a Dependent Variable: Response Time in Milliseconds.

The obtained F-value and its p-value [F(2,119)=2.055, p = .133] compare well to minF’:
F1(2,18) = 2.739, p = .092
F2(2,18) = 3.061, p = .072
minF’(2,36) = 1.44, p = .249
This is reassuring because it shows that the mixed-effects analysis is rather robust against
a limited number of outliers. The same does not seem to be true for F1 and F2, which
suggest significance on the basis of a single outlier. This is a further reminder that the F1
x F2 criterion may give the wrong impression.
Finally, the mixed-effects design is not limited to a single IV. Locker et al. (2007) give an
example of a real LDT experiment in which the effects of phonological neighborhood
frequency and semantic neighborhood size were measured. This is their code (which can
easily be adapted).
MIXED rt BY Subject Item freq size
/FIXED = freq size freq*size
/METHOD = REML
/RANDOM = subject item | COVTYPE(VC)
/EMMEANS TABLES (freq*size).

In line with Raaijmakers’ recommendation, it would be better to use the code:
MIXED rt BY Subject Item freq size
/FIXED = freq size freq*size
/METHOD = REML
/RANDOM = subject item(freq*size) freq*subject size*subject freq*size*subject | COVTYPE(VC)
/EMMEANS TABLES (freq*size).

Applied to the Locker et al. (2007) data, the extra interaction terms proposed by
Raaijmakers did not add anything. As a matter of fact because of the extra parameters (10
vs. 7) the fit of the model was worse (AIC = 17413 vs. 17408), indicating that the
simplest model sometimes is the best approximation of reality.
In summary, I am becoming more and more convinced that mixed-effects modeling is the
way forward. The analyses are easier than the F1, F2, and minF’ calculations, they are
much more flexible, and they seem to be of a higher quality. In the next section, I refer to
one more advantage of the mixed-effects approach.
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7. Beyond dichotomizing: Multiple regression with repeated measures
For someone with a bit of experience in analyzing psycholinguistic data, the idea of
simultaneously controlling for item and participant variation must ring a bell. In 1990,
Lorch and Myers published an article on how to do a proper linear regression in a
repeated measures design. The problem is analogue to the one discussed in Figure 1,
although now it involves generalization over participants.
The problem is illustrated in Table 4, where the results are shown for 6 participants on 10
items that vary in log10(frequency).

Table 4 : Example of regression data in a design with a repeated measure (LDT to
10 words varying in frequency).

If we average the data over the 6 participants and calculate the regression analysis, we
get:
RT = 702 – 33.5 LogFreq

(LogFreq: t(8) = -7.588, p < .001, R² = .88).

A look at Table 4 makes clear where this huge frequency effect comes from (and how
things can go pear-shaped). Only one of the participants (i.e., part1) shows a substantial
linear frequency effect. All the others show either no effect or even a slight opposite
effect. Unfortunately, this variability is lost when the regression is based on the mean RT
over participants.
To counter this problem, Lorch & Myers (1990) suggested to do a separate analysis per
participant and then to run a t-test on the regression weights obtained. So, they would do
the following calculations:
Part1 : 950 – 200 LogFreq
Part2 : 651 – 11.3 LogFreq
Part3 : 599 + 18.1 LogFreq
Part4 : 687 – .9 LogFreq
Part5 : 843 – 13.9 LogFreq
Part6 : 485 + 7.0 LogFreq
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A simple one-sample t-test reveals that in the Lorch & Myers (1990) analysis, the effect
of LogFreq is not significant (t(5) = -.996, p = .365).
Ever since, many psycholinguists have happily spent days calculating regression weights
of individual participants and running one-sample t-tests on them, even though apparently
there is a simpler way to get at it directly from the ANOVA table.
If you want to have a go at this type of analysis, here is the example Lorch & Myers
worked with in their article. It deals with sentence reading times as a function of the rank
order of the sentence, the number of words in the sentence, and the number of new words
in the sentence.

This is the analysis Lorch & Myers reported:

From this they concluded that the serial position of the sentence and the number of words
were significant predictors of reading time, but not the number of new words.
Van den Noortgate and Onghena (2006) used this example to show how much easier
mixed-effects programming is. The nice thing about the MIXED function is that it not
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only works with discrete variables but also with continuous variables (you can even
combine them for covariance analyses). The only thing you have to change for
continuous variables is to use WITH instead of BY in the model specification. Below you
find the program that Van den Noortgate & Onghena used. The statement /RANDOM =
INTERCEPT Sentence Words New | SUBJECT(Subject) means that the intercepts as well
as the weights of the predictors Sentence, Words, and New are allowed to vary between
participants (i.e., that a new regression line can be calculated for each participant).

Estimates of Fixed Effects(a)
95% Confidence Interval
Parameter
Intercept

Estimate

df

t

-2.58695

Std. Error
.7425953

19.755

-3.484

.002

Lower Bound
-4.1372114

Upper Bound
-1.0366896

sentence

.3333728

.0989789

36.617

3.368

.002

.1327516

.5339941

words

.4585893

.0680731

36.617

6.737

.000

.3206113

.5965673

.1516299
.2560739
a Dependent Variable: Reading time.

36.617

.592

.557

-.3674087

.6706684

new

Sig.

Information Criteria(a)
-2 Restricted Log
260.445
Likelihood
Akaike's Information
Criterion (AIC)

282.445

Hurvich and Tsai's
Criterion (AICC)

287.334

Bozdogan's Criterion
(CAIC)

317.531

Schwarz's Bayesian
Criterion (BIC)

306.531

The information criteria are displayed in smaller-is-better forms.
a Dependent Variable: Reading time.
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Estimates of Covariance Parameters(b)

Parameter
Residual
Intercept +
sentence +
words +
new
[subject =
subject]

Estimate

Std. Error

Wald Z

95% Confidence Interval
Lower
Upper Bound
Bound
1.0287360
2.5714128
4.742703E3936.2563597
05
-.2586281
.2586281

Sig.

1.6264393

.3801144

4.279

.000

.4320705

2.0098597

.215

.830

UN (2,1)

.0000000

.1319555

.000

1.000

UN (2,2)

.0000000

.0306326

.000

1.000

.0000000

.

UN (3,1)

.0000000

.1096683

.000

1.000

-.2149460

.2149460

UN (3,2)

.0000000(a)

.0000000

.

.

.

.

UN (3,3)

.0000000(a)

.0000000

.

.

.

.

UN (4,1)

.0000000

.3778125

.000

1.000

-.7404989

.7404989

UN (4,2)

.0000000(a)

.0000000

.

.

.

.

UN (4,3)

.0000000

.0153438

.000

1.000

-.0300732

.0300732

UN (1,1)

UN (4,4)

.0000000(a)
.0000000
.
.
.
a This covariance parameter is redundant. The test statistic and confidence interval cannot be computed.
b Dependent Variable: Reading time.

.

When we do the same analysis with COVTYPE(VC), we get:

Estimates of Fixed Effects(a)
95% Confidence Interval
Parameter
Intercept
sentence

Estimate
2.5869505
.3333728

Std. Error

df

t

Sig.

.7627790

54.630

-3.391

.001

-4.1158263

-1.0580747

Lower Bound

Upper Bound

.1055193

54.208

3.159

.003

.1218379

.5449078

words

.4585893

.0740944

58.904

6.189

.000

.3103217

.6068569

new

.1516299

.2761770

51.966

.549

.585

-.4025685

.7058282

a Dependent Variable: Reading time.

Information Criteria(a)
-2 Restricted Log
Likelihood

258.552

Akaike's Information
Criterion (AIC)

268.552

Hurvich and Tsai's
Criterion (AICC)

269.552

Bozdogan's Criterion
(CAIC)

284.500

Schwarz's Bayesian
Criterion (BIC)

279.500

The information criteria are displayed in smaller-is-better forms.
a Dependent Variable: Reading time.
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Estimates of Covariance Parameters(b)

Parameter
Residual

Std.
Error

Wald
Z

.3550593

5.206

Estimate
1.8484876

95% Confidence Interval
Lower
Bound
Upper Bound
1.2685772
2.6934950

Sig.

.000
Intercept
Variance
1.006542E.0420395 .3269923
.129
.898
175583.5026768
[subject =
08
subject]
sentence
Variance
[subject =
.0000000(a) .0000000
.
.
.
.
subject]
words
Variance
.0022338(a) .0000000
.
.
.
.
[subject =
subject]
new [subject
Variance
3.850708E.0174746 .0545436
.320
.749
7.9299828
= subject]
05
a This covariance parameter is redundant. The test statistic and confidence interval cannot be computed.
b Dependent Variable: Reading time.

When we do the analysis on our simple example with the word frequency data, we get

Estimates of Fixed Effects(a)
95% Confidence Interval
Parameter
Intercept

Estimate

Std. Error

df

t

Sig.

702.42222

68.77472

5.000

10.213

.000

Lower Bound
525.6311788

Upper Bound
879.2132657

LogFreq

-33.50708

33.646936

5.000

-.996

.365

-119.9992728

52.9851314

a Dependent Variable: ReadTim.

The results are nearly the same with COVTYPE(VC).
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Ironically, the mixed-effects analysis of Lorch & Myers also makes it clear that their
analysis does not allow us to generalize across stimuli! This is illustrated in a simulation
Baayen (2007) ran, and which returned an unacceptable high level of spurious
significances (i.e., a Type-I error; I thank Harald for pointing this out to me). I also
verified this on a few sets of lexical decision data I have. With the Lorch & Myers
analysis, many more predictors turn out to be ‘significant’ than with the usual analysis
based on average stimulus RTs or with the mixed-effects analysis discussed below
(which are well in line). So, although the Lorch & Myers procedure started off as an
attempt to correct for the problem of generalization over participants, it turns out to be a
worse solution that what we had before, because it assumes that the stimuli are not a
random sample from the population of all possible stimuli. Mixed-effects modeling
allows us to easily correct for this shortcoming. The most straightforward solution is to
turn to the simple mixed-effects solution we have seen before: Partial out the differences
in intercepts due to participants and sentences and test whether the linear regression is
capable of predicting the residual RTs. This is what we find then (also with
COVTYPE(VC):

Estimates of Fixed Effects(a)
95% Confidence Interval
Parameter
Intercept

Estimate

Std. Error

-2.586950

1.0035446

3.356

-2.578

.073

Lower Bound
-5.5972274

Upper Bound
.4233263

sentence

.3333728

.1353903

3.000

2.462

.091

-.0974995

.7642452

words

.4585893

.0931152

3.000

4.925

.016

.1622553

.7549234

.1516299
.3502759
a Dependent Variable: Reading time.

3.000

.433

.694

-.9631044

1.2663641

new

df

t
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Sig.

This solution works pretty well in most cases, but you can easily show that its blind
application will sometimes lead to erroneous conclusions. For instance, when we apply
this analysis to the word frequency data of Table 4, we get:

Estimates of Fixed Effects(a)
95% Confidence Interval
Parameter
Intercept

Estimate

Std. Error

702.42222

46.106095

Df
6.274

15.235

t

Sig.
.000

Lower Bound
590.7886384

Upper Bound
814.0558061

LogFreq

-33.50707

11.014877
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-3.042

.004

-55.6001174

-11.4140240

a Dependent Variable: ReadTim.

In other words, the ‘significant’ effect because of the deviating participant pops up again.
This reminds us that the application of regression models to explore datasets requires
much more stringent controls and checks than running an ANOVA-type analysis to verify
whether an effect predicted on the basis of a theory is present. Just to mention a couple of
precautions to take:
1. How are the data distributed? Are there big differences in the variances of the
conditions? Are there strong correlations between variables?
2. Do all variables in the model have a significant contribution? Just like in linear
regression analysis, the significance of a variable is influenced by the presence of
nonsignificant ‘predictors’ (this also includes the random effects).
3. How well do the different models describe the data? More than before we will
have to keep a close look at the information criteria. For instance, with respect to
the word frequency example, the information criteria for the model without
differences in slopes between participants (i.e., the one given above) is:
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If we compare this with the Van den Noortgate & Onghena’s (2006) model, we
immediately see a difference in numbers.

For these information criteria, the lower the numbers the better the model
accounts for the data. How big the difference must be before it is significant
depends on the difference between the numbers of parameters in the two models.
As a rule of thumb, if there is 1 parameter difference between two models, the
model with the higher number of parameters must have an information criterion
that is more 3.8 lower than the other model. If there are 10 parameters more in
one model than in the other, the one with the highest number must be lower by at
least 18.3 (if you want to know the underlying mechanism, the difference between
two models roughly coincides with a chi squared distribution with k degrees of
freedom; k = the number of extra parameters; there are ways to do this
comparison in a more stringent way). According to this criterion there is no doubt
that the Van den Noortgate & Onghena models is superior for this particular set of
data.

42

For the Lorch & Myers data, however, these were the information criteria:
Van de Noordgate & Onghena
Information Criteria(a)
-2 Restricted Log
Likelihood

260.445

Akaike's Information
Criterion (AIC)

282.445

Hurvich and Tsai's
Criterion (AICC)

287.334

Bozdogan's Criterion
(CAIC)

317.531

Schwarz's Bayesian
Criterion (BIC)

306.531

The information criteria are displayed in smaller-is-better forms.
a Dependent Variable: Reading time.

Alternative with free intercepts participants sentences
Information Criteria(a)
-2 Restricted Log
Likelihood

259.092

Akaike's Information
Criterion (AIC)

265.092

Hurvich and Tsai's
Criterion (AICC)

265.479

Bozdogan's Criterion
(CAIC)

274.661

Schwarz's Bayesian
Criterion (BIC)

271.661

The information criteria are displayed in smaller-is-better forms.
a Dependent Variable: Reading time.
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8. Getting really savvy: A crash course R and lmer
A close look at the standard deviations of the parameter estimates in SPSS suggests that
some of them are suboptimal (e.g., have a look at the confidence intervals of the
covariance parameters), in particular with small samples of observations. This is one of
the reasons why the die-hards prefer a custom made psycholinguistic package, lmer4,
developed by Douglas M. Bates at the University of Wisconsin and operating on the
language R.
First, I thought to stay away from R, but then it occurred to me that I shouldn’t be scared
before giving it a try. With the help of Baayen (2007; definitely worth buying!), some
relics of old days’ Turbo Pascal knowledge, and a focused research question, I should be
able to crack the code, shouldn’t I? And if I can, you can too and it would give you the
possibility to check your SPSS outcome against the golden standard. So, here we go! By
now, you’ll have found out that I’m a lazy Windows user. If you’re not, I’m sure you
know enough to translate whatever is discussed below.
The first thing to do is to download R. We go to the website http://cran.r-project.org.
This looks as follows

Click on Windows(95 and later).
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Click on base.

Click on R-2.5.0-win32.exe.
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Click on Run and indicate in which directory you want R to be installed (if you don’t
know, just go for the default options; also ask for a desktop icon, so that you can start the
program afterwards).
If you did everything OK, you should find an icon consisting of a big R on your desktop.
Click on it. This will open the following program:

Type install.packages(c("rpart", "chron", "Hmisc", "Design", "Matrix", "lme4",
"coda", "e1071", "zipfR", "ape", "languageR"), repos = "http://cran.r46

project.org") in the command line so that R can work with the lmer package (and the
other things Baayen, 2007, uses).

A lot of goodies will be installed on your disk (so be a bit patient, if it takes a few
seconds). You have to do this only once, when you download the program on your
computer. In the end you should get something like:

To get access to the lmer4 program, you must type library(languageR) on the command
line (you have to do this each time you start R).
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Now we must prepare a data file for lmer to use. Goto SPSS and load your SPSS file. As
an example, I will use the file of the word frequency example with high and low
frequency words (see the first example we discussed). Go under File → Save as. Indicate
the directory in which you want to save the file, give your file a short name, and choose
the file extension Tab-delimited.

This creates a text file (with the extension *.dat), which you can open with Wordpad,
Notepad, or Lmer.
Now go back to R and prepare yourself for the real action!
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Four things you may find helpful before you start:
1. You can type the symbol ~ by keeping the alt-key pressed and typing the number
126 (the ~ symbol has ASCII code 126)
2. In the same way you can type the symbol | by pressing alt 124
3. You can repeat previous commands in R by using the upper arrow key
4. R makes a distinction between uppercase and lowercase letters. So, the case of the
variables must agree with the names in your file!! (So, very much unlike what
I’ve been doing in SPSS!)
5. It is better to use words to indicate the levels of an IV rather than numbers,
because lmer sometimes seems to get confused by the latter.
Now we will load the data file. First, we must get in the right directory. We do this by
clicking on File → Change dir and then browse to the directory in which our data file is.

Then we open the data file. We do this by typing ldt = read.table("LDTdata.dat",
header = TRUE) on the command line.
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Now you have defined a file ldt that contains the information of the lexical decision
experiment. To see whether the information is correct, type head(ldt, n = 10) to get the
first 10 datalines of your program (together with the names of the variables).
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Now we are going to define a new file ldt.lmer that contains the mixed effects model. Do
this by typing ldt.lmer = lmer(RT ~ Frequency + (1 | Word) + (1 | Participant), data =
ldt) on the command line. This command calls the lmer function in R (similar to the
MIXED command in SPSS). It defines the dependent variable RT as the result of the
fixed effect of frequency and the random intercepts of words [indicated by (1 | Word)]
and participants.

To see the results of the analysis, type summary(ldt.lmer).
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For beginners, the last lines on Fixed effects are the most important. Here you see the tvalues for the intercept and for Frequency (t = -1.69). Unlike SPSS they do not yet have
p-values associated with them. For this you need a new function pvals.fnc(ldt.lmer).

As you can see, lmer gives two p-values, one on the basis of a t-distribution, similar to
the one in SPSS (p = .0943) and one on the basis of MCMC (p = .1060). The latter is
based on an atheoretical randomization procedure and is better for small sample sizes
(although it tends to be slightly conservative; so, if you find significance here, you can be
pretty sure that the effect is there). The MCMC function is particularly useful for small
numbers of observations. Keep in mind, though, that the p-values can differ slightly if
you run the program twice (because they are based on random sampling). For larger
numbers, the MCMC and t-based p-values usually do not deviate too much (and if they
do, you should have an in-depth look at your data). In addition, you get the .05
confidence intervals around the estimates.
As a matter of fact, this is all you need to know about R and lmer to do the ANOVA-type
analyses we have discussed in this paper (and of which you can find more in Baayen et
al., 2006, and Baayen, 2007). Try to run the different analyses. For example, the analysis
proposed by Baayen et al. for Raaijmakers et al. (example 2, see p. 18) is raaij2.lmer =
lmer(rt ~ SOA + (1 | item) + (1 + SOA | subject), data = raaij2). The expression (1 +
SOA | subject) indicates that both the intercepts of the subjects and the slopes of the
SOAs over subjects are free to vary.
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9. Conclusion
There is an ongoing complaint among teachers and lecturers that students nowadays
know less than students some time ago (despite the Flynn-effect). Until recently I thought
this was because teachers and lecturers were good students themselves and therefore have
an idyllic view of the motivation and the level of knowledge of their own cohort (as they
did not tend to interact with the ‘bad’ students). A few months ago, however, I came
across an article in which an educational psychologist gave another explanation.
According to him, teachers only see the lack of knowledge in students for what they
themselves know well on the basis of their education (e.g., history, geography, correct
spelling, algebra, elementary statistics, …). At the same time they fail to notice the
knowledge pupils/students have and which they lack themselves. When it comes to
acquiring new knowledge and skills, teachers are no better than students. If the
immediate use of the knowledge is not obvious, they will spend as little efforts trying to
master it as their students do.
This view has crossed my mind a few times in the past couple of days: Is it possible that
we keep on clutching to the familiar F1 and F2, because we’ve learned to calculate them
in our undergraduate studies (in my case even by hand)? My present journey most
certainly has convinced me that I seem to have missed a few steps in current statistical
sophistication. Furthermore, it is an incentive to further explore the lme4 package, which
has many more goodies and possibilities than what is on offer in SPSS and than what has
been discussed here (as said before, buy Baayen’s 2007 book).
The present review shows that a better understanding of mixed-effects analysis
techniques (or multilevel techniques) is likely to be rewarding, and it is amazing to see
how much can already be done with SPSS, at no larger clicking cost than what we are
doing now (quite on the contrary, as I have found out).
To end, it may be good not to forget the following (wise) words of Harald Baayen (2007,
p. VIII): “Statistical packages tend to be used as a kind of oracle, from which you elicit a
verdict as to whether you have one or more significant effects in your data. In order to
elicit a response from the oracle, one has to click one’s way through cascades of menus.
After a magic button press, voluminous output tends to be produced that hides the pvalues, the ultimate goal of the statistical pilgrimage, among lots of other numbers that
are completely meaningless to the user, as befits a true oracle.”
This text is not meant to point you the way to such an oracle. I have largely assumed that
you had a specific hypothesis in mind on the basis of a theory, which you wanted to test
(properly) in your data, so that you knew whether your understanding of the phenomenon
was correct. This text is not meant for people who just want to trawl through datasets in
search for something ‘significant’ to pontificate on. If this is your aim, you’d better start
looking for another job, because this text is not going to make you any wiser either! Or
you will have to dig much deeper into the subtleties of statistical modeling than is
covered here.
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11. Some interesting reports
The internet is a rich source of information for virtually every question. A few minutes
googling gives you a nice collection of unpublished reports and lectures notes. Here are
some I thought were useful (but do a bit of research as well, the more because web links
rapidly become outdated).
SPSS themselves have a series of publications on how to use their programs. You have to
log on to their site but you don’t have to pay. Another report you may find interesting, in
addition to the one in the reference list, is “SPSS Advanced Models™ 15.0”.
Joop Hox has interesting class notes on what you can do with mixed models (although he
is dealing specifically with multilevel modeling in which variables are nested within
others). Search under “Guidelines for fitting a multilevel model in SPSS Mixed”.
Other nice sources are Alastair Leyland’s class notes: “A review of multilevel modelling
in SPSS” or John Painter’s “Designing Multilevel Models Using SPSS 11.5 Mixed
Model”.
If you’re interested in R, in addition to Baayen (2007), you can try Jonathan Baron’s
“Notes on the use of R for psychology experiments and questionnaires”.
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